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Abstract—The Transport Control Protocol (TCP) has been
widely used by wired and wireless Internet applications such
as FTP, email and HTTP. Numerous congestion algorithms have
been proposed to improve the performance of TCP in various
scenarios, especially for high bandwidth-delay product (BDP) and
wireless networks. Although different algorithms may achieve
different performance improvements under different network
conditions, designing a congestion algorithm that performs well
across a wide spectrum of network conditions remains a great
challenge. In this paper, we propose a novel congestion control
algorithm, named TCP-FIT, which could perform gracefully
in both wireless and high BDP networks. The algorithm was
inspired by parallel TCP, but with the important distinctions
that only one TCP connection with one congestion window is
established for each TCP session, and that no modifications
to other layers (e.g. the application layer) of the end-to-end
system need to be made. Extensive experimental results obtained
using both network simulators as well as over “live” wired line,
WiFi and 3G networks at different geographical locations and
at different times of the day are presented. The performance
of the algorithm shown in the experiment results is significantly
improved as compared to other state-of-the-art algorithms, while
maintaining good fairness.

I. INTRODUCTION

The Transmission Control Protocol (TCP) [1] is a reliable
transport layer protocol that is widely used on the Internet.
Congestion control algorithm [2] is an integral module of
TCP that directly determines the performance of the protocol.
Standard congestion control algorithms such as TCP Reno [3]
and TCP NewReno [4], achieved great success for several
decades but are found to perform poorly over wireless and/or
high Bandwidth Delay Product (BDP) links. To improve TCP
performance over wireless and high BDP networks, many TCP
variants have been proposed, including TCP Westwood [5],
[6], TCP Veno [7] for wireless applications and Compound
TCP [8], TCP CUBIC [9], FAST TCP [10] and [11] for
high BDP networks. Although these algorithms have achieved
success in their respective target applications, designing a TCP
congestion control algorithm that perform gracefully in both
wireless and high BDP networks is still a great challenge. On
the other hand however, with the deployment of highspeed
wireless networks, such as LTE, WiMAX, as well as high
bandwidth, real time applications such as multimedia over
TCP/HTTP, it is required for the TCP congestion algorithm
to handle both wireless connections with random radio related

losses as well as congestion-introduced issues which is typical
for wired high BDP networks.

In this paper, a novel TCP congestion control algorithm
for the heterogeneous networks which contain high BDP
links and wireless links, named TCP-FIT, is described. The
algorithm was inspired by parallel TCP, but with the important
distinctions that only one TCP connection with one congestion
window is established for each TCP session, and that no
modifications to other layers (e.g. the application layer) of the
end-to-end system need to be made. Extensive experimental
results obtained using both network simulators as well as
over “live” wired line, WiFi and 3G networks at different
geographical locations and at different times of the day are
presented. It is shown that the performance of the algorithm
is significantly improved as compared to other state-of-the-art
algorithms, while maintaining good fairness.

The paper is organized as the following. Section II gives
an overview of existing TCP congestion control algorithms
and the motivation for the TCP-FIT algorithm. Section III
describes the TCP-FIT algorithm in detail and the throughput
model of TCP-FIT is introduced in Section IV. Section V
provides theoretical analysis of the network capacity utilization
and fairness performance of TCP-FIT. Emulation-based exper-
iment results and performance measured over live networks are
given in Section VI. Section VII concludes the paper.

II. BACKGROUND AND MOTIVATIONS

The function of TCP congestion control algorithm is to
adjust the rate with which the protocol sends packets into
the network using a congestion control window. A good
congestion algorithm can fully utilize the bandwidth while
avoiding over-driving the network and thereby creating packet
losses. Since the congestion control mechanism has been
introduced in TCP by BSD UNIX, many TCP congestion
control algorithms are proposed. On a high level, existing
TCP congestion algorithms can be classified into three main
categories based on the input of the control mechanism -
namely Loss-based TCP, Delay-based TCP and Hybrid TCP.

Loss-based TCP includes the original TCP Reno, TCP
BIC[12], TCP CUBIC, High Speed TCP[13], Scalable
TCP[14], etc. Among these Loss-based TCP variants, TCP
Reno and TCP CUBIC are widely deployed as standard TCP
algorithms and default TCP of Linux respectively. Using

This paper was presented as part of the main technical program at IEEE INFOCOM 2011

978-1-4244-9921-2/11/$26.00 ©2011 IEEE 2894



packet loss as the symptom for network congestion, Loss-
based TCP reduces the congestion control window when
packet losses occur and increases the window otherwise. A
basic assumption in the design of Loss-based TCP congestion
control is that packet losses are caused by over-driving the
network only, which is no longer valid when the algorithm
is applied to wireless networks. Packet losses introduced via
random physical layer artifacts (e.g. multi-path, interferences)
which is typical for wireless networks will cause the conges-
tion control algorithm to aggressively lower the congestion
control window. On the other hand, in a high BDP network,
Loss-based TCPs require a very low (in the order 10−7 or
lower [10]) random packet loss rate to fully utilize network
capacity. This requirement is far from the reality of the
network condition nowadays.

Delay-based TCP including TCP Vegas [15] and FAST TCP
[10] uses the queuing delay as the symptom of congestion.
The queuing delay is defined as the difference between the
RTT and the propagation delay, i.e. time actually required for
a packet to be transmitted from the sender to the receiver.
Delay-based TCPs are more resilient to transient changes of
network conditions such as random packet losses and are also
suitable for high BDP networks [16]. The down side of the
approach on the other hand is that, because increasing in
queuing delay doesn’t necessarily immediately lead to packet
loss (due to buffers), when Delay-based TCP stations share
the same bottleneck with Loss-based TCP stations, between
the time when delay starts to increase and packet loss occurs,
the window for the Delay-based TCP will decrease while
that for the Loss-based TCP will not, leading to bandwidth
“starvation” for the Delay-based stations.

Hybrid TCP uses both packet loss and delay as inputs
control and includes TCP variants for wireless environments
such as Veno and TCP Westwood, as well as TCP variants
for high speed links such as Compound TCP [8], TCP-
Illinois [17], H-TCP [18] and Fusion TCP [19]. Among these
algorithms, Compound TCP has been widely deployed in
the Microsoft Windows Vista operating system. Although
the performance of these TCP variants are good for the
application scenarios they were originally designed for, for the
emerging new generation of high bandwidth wireless networks
such as LTE and WiMAX, as well as for applications over
heterogeneous networks combining segments of high BDP and
wireless links, it becomes difficult for existing TCP congestion
control algorithms to perform well.

The TCP-FIT was motivated by various algorithms such
as GridFTP [20] and E-MulTCP [21]. These algorithms can
utilize available bandwidth more by establishing multiple
actual parallel TCP connections for the same application [22].
Various studies have shown that if an appropriate number of
parallel TCP sessions is chosen, the performance for such al-
gorithms can be very good in wireless and large BDP networks
[20] [21] [23]. Such parallel TCP algorithms typically operate
outside of the scope of TCP congestion control, and may often
require support from the application layer.

MulTCP is proposed in [24] to implement parallel TCP in
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Fig. 1. Performance and fairness of MulTCP over wireless link

the transport layer. In MulTCP, N virtual TCP Reno sessions
are simulated in a single TCP session. Fig. 1 shows the
simulation results when a MulTCP application with different
values of N shared a network with a TCP Reno session. The
bandwidth of the network was 10 Mbps with 1% random
packet loss and 20 ms propagation delay. Fig. 1(a) shows
the aggregated throughput of the MulTCP application and the
Reno session. It is clear that when N is sufficiently large,
network bandwidth can be fully utilized.

However, the performance of a congestion control algorithm
needs to be evaluated by more parameters than throughput.
If we define Throughput Degradation as the ratio of the
throughput of a TCP Reno session when it shares the same
network with MulTCP and the throughput for a TCP Reno
session when it is the only connection over a network, we will
have the results in Fig. 1(b). As can be seen from the figure,
when N becomes larger, throughput degradation becomes
more and more severe, leading to over 50% performance loss
of the Reno session in many cases which is unacceptable
in many real world applications. It is clear therefore, an
intelligent and adaptive algorithm that chooses an appropriate
value of N is critical to MulTCP in real applications. Some
N adaption algorithms for parallel TCPs such as [25] have
been proposed, but are mostly application layer algorithms.
Designing a good algorithm suitable for integration with
MulTCP on the transport layer remains an open issue.

Yet another observation of the behavior of MulTCP is given
in Fig. 1(c), which shows its queuing delay. Comparing Fig.
1(b) and Fig. 1(c), we can see that there seems to be a strong
correlation between the queuing delay of a MulTCP session
and the throughput degradation of the competing Reno session
on the same network. Using this correlation as a cue, we can
adapt the values of N such that network bandwidth can be
more utilized, while at the same time, the queuing delay is
kept at an acceptable level, so that the session remains fair.

Based on these insights, we proposed a novel TCP con-
gestion control algorithm called TCP-FIT. In contrast to other
parallel TCP techniques, TCP-FIT is a fully compliant TCP
congestion control algorithm requesting no modifications to
other layers in the protocol stack and/or any application
software.

III. THE TCP-FIT ALGORITHM

In TCP-FIT, the Additive-Increase/Multiplicative-Decrease
(AIMD) mechanism is employed to directly adjust the conges-
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tion control window w. The AIMD combines linear growth
of the congestion control window w with an exponential
reduction when a packet loss event takes place. In general,
the w adjustment equation of the AIMD can be expressed as

Each RTT : w← w + A,

Each Loss : w← w −B · w,

where A and B are increasing and decreasing factors of AIMD
respectively. In the TCP Reno, A = 1 and B = 1/2. To
achieve N times throughput of the TCP Reno, the MulTCP
sets A = N and B = 1/2N . It will be shown in the analysis
of Section IV, that given the same network conditions, the
standard MulTCP with the parament N can not guarantee that
the congestion window is exactly N times that of a single Reno
session. Therefore, in the TCP-FIT, w is decreased by a factor
of B = 2/(3N + 1) instead of B = 1/2N in the MultTCP
when a packet loss occurs. This helps keep the throughput
of TCP-FIT flows exactly N times of the TCP Reno at the
same network condition. For TCP-FIT, the congestion control
window w adjustment equation can be expressed as,

Each RTT : w ← w + N,

Each Loss : w ← w − 2

3N + 1
w.

(1)

In TCP-FIT, the value N is a dynamic parameter that is
updated after each packet loss event. For the i-th updating
period, N is updated by

Ni =

⎧⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

Ni−1 + 1 , if Q < α · w̄

Ni−1
,

Ni−1 , if Q = α · w̄

Ni−1
,

max{1, Ni−1 − 1} , if Q > α · w̄

Ni−1
,

(2)

where Ni is the value of N in the i-th updating period, w̄ is
the average window size of the i-th updating period and α is
a parameter and 0 < α < 1. Q is an estimate of the number
of in-flight packets of the TCP-FIT session that are currently
queued in the network buffer, and is calculated in a way that is
similar to existing delay-based TCP and hybrid TCP variants
[15]

Q = (rtt − rttmin)
w̄

rtt
, (3)

where rtt is the average RTT window size of the current
updating period, rttmin is the minimal observed RTT value
used as a reasonable estimate of the propagation delay of the
network. (rtt− rttmin) represents the estimated value of the
queuing delay. Since a TCP session sends w packets during
a RTT, w̄/rtt could be considered as an estimate of packet
transmission rate of the current TCP session.

Since w of a TCP-FIT session is N times of a Reno session,
it is straightforward to justify that the purpose of adjusting N
of (2) is letting the TCP-FIT session worked at a steady state
where Q of the TCP-FIT session is proportional to a Reno
session. We discuss how to set the proportionality factor α in
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TABLE I
NOTATION OF LFP

Parameter Definition

LFPi i-th Loss Free Period

Wi The window size at the end of the LFPi

Ni The number of virtual sessions in LFPi

ai The first packet lost in LFPi

Xi The RTT round where loss ai occurs

bi The number of packets sent in the last RTT round

βi The window decrease factor.

Sections V. Combining (3) with (2), we get at the steady state,
the average value of N is

E[N ] = α · rtt

rtt− rttmin
. (4)

IV. THROUGHPUT MODEL OF TCP-FIT

In this section, we introduce an approximate stable state
throughput model for TCP-FIT. The model follows Padhye’s
well-known Reno throughput model [26], and assumes that
all loss events are detected by triple-duplicate ACKs and not
consider the slow start and fast retransmission process.

As illustrated in Fig. 2, we define a Loss Free Period (LFP)
as a period between two consecutive packet losses indicated by
triple-duplicate ACKs. The notations used in this section are
summarized in Table I. The evolution of TCP-FIT congestion
control window after the slow-start phase can be viewed as a
series of statistically i.i.d. LFPs. Each LFP is comprised of a
number of RTT rounds. The congestion window Wi of LFPi

is increased by Ni after each RTT and decreased by a factor
of (1− βi) after each packet loss. Here βi = 1

2Ni
in MulTCP

and βi = 2
3Ni+1 in TCP-FIT.

For LFPi of duration Ai, we define Yi as the number
of packets sent. Then the expected steady-state TCP-FIT
throughput is

T =
E[Y ]

E[A]
. (5)

As shown in Fig. 2, a total of Yi = ai + Wi − 1 packets are
sent in Xi + 1 rounds. Following the assumption in [26] that
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E[a] = 1/g, where g is end-to-end packet loss rate of the
TCP-FIT session, the expectation of Y can be calculated as

E[Y ] = E[a] + E[W ]− 1 =
1− g

g
+ E[W ]. (6)

Because the value of the congestion window in LFPi is book-
ended by (1 − βi−1)Wi−1 and Wi, with an increment of Ni

after each RTT in LFPi, we have

Yi =

Xi−1∑
k=0

((1− βi−1)Wi−1 + kNi) + bi

= (1− βi−1)Wi−1Xi +
XiNi

2
(Xi − 1) + bi,

(7)

and
Wi = (1− βi−1)Wi−1 + NiXi. (8)

From (6) and (7) we have

1− g

g
+ E[W ]

= E[X ]

(
(1− E[β])E[W ] +

E[N ](E[X ]− 1)

2

)
+ E[b],

(9)

while from (8) we have

E[X ] =
E[β]E[W ]

E[N ]
. (10)

Similar to [26], we assume that bi’s are uniformly distributed
between 1 and Wi and therefore E[b] = E[W ]/2. Then from
(9) and (10) we have

E[W ] =

E[β]+1
2 +

√
(E[β]+1

2 )2 + 4 1−g
g

2E[β]−E[β]2

2E[N ]

(2E[β]− E[β]
2
)/E[N ]

, (11)

and

E[X ] =

E[β]+1
2 +

√
(E[β]+1

2 )2 + 4 1−g
g

2E[β]−E[β]2

2E[N ]

2− E[β]
. (12)

Let ri,j be the randomly distributed value of the j-th RTT
of LFPi, with the duration of LFPi Ai =

∑Xi+1
j=1 ri,j .

Assuming as in [26] that ri,j are independent of the size of
the congestion window, and therefore independent of j, we
have

E[A] = (E[X ] + 1)E[r]. (13)

From (12) and (13) we have

E[A] = (

E[β]+1
2 +

√
(E[β]+1

2 )2 + 4 1−g
g

2E[β]−E[β]2

2E[N ]

2− E[β]
+ 1)E[r]

(14)
Combining (5), (6), (11) and (14) we have

T =

1−g
g + E[W ]

E[A]

=

1−g
g +

E[β]+1
2 +

√
( E[β]+1

2 )2+4 1−g
g

2E[β]−E[β]2

2E[N ]

(2E[β]−E[β]2)/E[N ]

(
E[β]+1

2 +

√
( E[β]+1

2 )2+4 1−g
g

2E[β]−E[β]2

2E[N ]

2−E[β] + 1)E[r]

.

(15)
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When g is sufficiently small,

T =
1

E[r]

√
(2− E[β])E[N ]

2gE[β]
+ o(1/

√
g). (16)

Let E[r] = D + q, where D is the average propagation delay
and q is the average of queuing delay. Then from (4)

E[N ] = max

{
1,

α(D + q)

q

}
. (17)

Let g = P + p, where P corresponds to the inherent losses of
the link and p for losses caused by congestion. Consider that
βi = 2

3Ni+1 ,

T =
E[N ]

D + q

√
3

2(P + p)
+ o(1/

√
P + p). (18)

Compared with Reno’s throughput in Table II [26], (18) is
E[N ] times of throughput of Reno. Combining (17) and (18),
the throughput model of TCP-FIT is approximately expressed
as

T = max

{
1

D + q

√
3

2(P + p)
,
α

q

√
3

2(P + p)

}
. (19)

V. EFFICIENCY OF TCP-FIT

In this section, we use a simple but widely adopted network
scenario to analyze three aspects of the performance of TCP-
FIT: network utilization, rtt-fairness and inter-fairness.

As illustrated in Fig. 3, we assume that the network K
includes one bottleneck link which has a bandwidth limit of
B, buffer size of U , and round-trip propagation delay D,
an inherent random packet loss rate of P and several non-
bottleneck links with unlimited bandwidth and different round-
trip propagation delays. In the network model, n TCP sessions
share the bottleneck link at the same time but may have dif-
ferent non-bottleneck routing paths. These TCP sessions may
use different TCP congestion control algorithms. When these
TCP sessions send packets through the network, we assume
there are on average M packets traversing the bottleneck. The
relationship between M , the congestion packet loss rate p, and
the queuing delay q can be approximated using:⎧⎪⎨
⎪⎩

p = 0, q = 0, if 0 ≤M < B ·D (a)

p = 0, q > 0, if B ·D ≤M ≤ B ·D + U (b)

p > 0, q →∞, if B ·D + U < M (c)

(20)

2897



In the state (a) of (20), M is smaller than the link
bandwidth-delay product (BDP), no packets are queued in the
bottleneck buffer and no congestion packet loss occurs. If M
is higher than BDP but smaller than the BDP plus bottleneck
buffer size U , which is state (b), the bottleneck bandwidth is
fully utilized and packets begin to queue in the buffer. As a
result, queuing delay q begins to increase but no packets are
dropped due to network congestion. In state (c), when M is
higher than B · D + U , the bottleneck buffer will overflow
and some packets will be lost due to congestion, and queuing
delay is effectively infinite.

Obviously, the best state of operation is (b) when the
bandwidth resource of the bottleneck is fully utilized with
no congestion related packet losses. The function of the TCP
congestion control algorithm is to adjust the packet sending
rate so that the corresponding session operates in this state
while using only a fair share of the resources.

We list the throughput models of several typical TCP
variants in Table II using the results of [26] [8] [27] [28]
[29] [10] and the analysis in the previous section. All of these
models follow the same assumptions of (19) based on.

A. Network Utilization

Theorem 1: The bottleneck link of a network K depicted
as in Fig. 3 with a TCP-FIT session works in state (b) of (20).

Proof. It is obvious that the throughput of TCP-FIT T < B.

• Suppose the bottleneck is in state (a), where q = 0. From
(19) the throughput of TCP-FIT T →∞. This contradicts
with T < B.

• If the bottleneck is in state (c), then q → ∞. From (19)
and throughput models in Table II we get T → 0 and
therefore M → 0, which means that the bottleneck is in
state (a). �

Theorem 1 shows that TCP-FIT can fully utilize the network
capacity. Similar conclusions can be proved for TCP Vegas and
FAST but not for other TCP variants. We use the throughput
model of TCP Reno in Table II [26] as an example. Since
p ≥ 0 and q ≥ 0, there is an upper bound for the throughput
of a Reno session for any given P and D that is not a function
of B:

T =
1

D + q

√
3

2(P + p)
≤ 1

D

√
3

2P
.

Similar upper bounds for the throughputs of different TCP
algorithms except for TCP-FIT and Vegas/FAST are given in
the third column of Table II. Because these upper bounds are
independent of B, when the bottleneck link state of network
K is sufficiently bad (i.e. having a high packet loss rate P
and/or a very long propagation delay), or if the bandwidth B
of bottleneck is sufficiently high, the aggregated throughput of
the TCP sessions in K will be lower than the total bottleneck
bandwidth B. Theoretically, therefore, except for TCP-FIT
and Vegas/FAST TCP, other TCP algorithms designed for
wireless/large-BDP networks could only mitigate but not com-
pletely solve the bandwidth utility problem in wireless/large-
BDP environments. At least theoretically, compared with these

TCP variants, TCP-FIT has an advantage in its capability of
achieving higher throughputs.

B. Fairness

RTT-fairness: By definition in [30], RTT-fairness means
that “flows with similar packet drop rates but different round-
trip times would receive roughly the same throughput”.

We again use TCP Reno as an example. Since different
TCP sessions sharing the same bottleneck in K may traverse
different non-bottleneck routes, their end-to-end propagation
RTTs could be different. Using the throughput model of TCP
Reno as an example, we can find the ratio of the throughputs
for two sessions i and j

η =
Ti

Tj
=

Dj + q

Di + q
. (21)

If Di �= Dj , the session with a longer propagation delay will
have a low throughput and therefore at a disadvantage. That
leads to RTT-unfairness.

As shown in the last column of Table II, the TCP-FIT
could achieve theoretical RTT-fairness when E[N ] > 1. When
E[N ] = 1, the TCP-FIT has same RTT-fairness property with
the Reno. A TCP congestion control algorithm can’t be perfect
with respect to both RTT-fairness and inter-fairness because
the TCP Reno is not RTT-fair.

Inter-fairness: Inter-fairness, or TCP friendliness, refers
to fairness between new TCP variants and standard TCP
congestion control algorithm, the TCP Reno. We used the
Bandwidth Stolen Rate (BSR) [8] to quantify the inter-fairness
of TCP congestion control algorithms.

Let T ∗ be the aggregated throughput of m TCP Reno flows
when they compete with another k TCP Reno flows. Let T ′ be
the aggregated throughput of m TCP Reno flows when they
compete with another k new TCP variant flows in the same
network topology, then the BSR is defined as

BSR =
T ∗ − T ′

T ∗
. (22)

To get a low BSR, the number of in-flight packets that are
queued in bottleneck buffer for k TCP-FIT sessions must not
be significantly higher than that for k Reno sessions. Recall
that for TCP-FIT, the number of in-flight packets Q = α w

N ,
this means that α should be set to the ratio between the number
of in-flight packets that are queued in network buffer and
the value of the congestion window for a Reno session to
achieve inter-fairness. In a practical implementation, one can
approximate this theoretical α value with the mean of each
TCP-FIT session’s (rttmax − rttmin)/rttmax, where rttmax

and rttmin are the maximal and minimal end-to-end RTTs
observed for the session. Experiment results show that both
the throughput and fairness of the implementation when using
this approximation are good.

VI. EXPERIMENTAL RESULTS

In our experiments, we embedded TCP-FIT into the Linux
kernel (v2.6.31) of the server. For comparisons, we used the
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TABLE II
TCP MODELS

TCP Variants Throughput Models Upper Bounds η = Ti(Di)/Tj(Dj)

TCP-FIT T = max
{

1
D+q

√
3

2(P+p)
, α

q

√
3

2(P+p)

}
× η = 1 (when E[N ] > 1)

Reno T = 1
D+q

√
3

2(P+p)
[26] T ≤ 1

D

√
3

2P
η =

Dj+q

Di+q

CTCP
T = 1

D+q
Λ

(P+p)
1

2−k

, Λ =
(
1−(1−β′)2−k

2−k
)
1−k
2−k

α
′

1
2−k (1−(1−β′)1−k) T ≤ 1

D
Λ

P
1

2−k
η ≤ [

Dj+q

Di+q
]2 [8]

where, α′, β′ and k are preset parameters. [8]

Veno T = 1
D+q

√
1+γ′

2(1−γ′)(P+p)
, where 1

2
≤ γ′ ≤ 4

5
. [27] T ≤ 1

D

√
1+γ′

2(1−γ′)P
η =

(Dj+q)
√

(1+γ′

i
)(2(1−γ′

j
)(P+p))

(Di+q)
√

(1+γ′

j
)(2(1−γ′

i
)(P+p))

Westwood T = 1√
(D+q)((P+p)D+q)

√
(1−(P+p))

P+p
[28] T ≤ 1

DP

√
1 − P η =

√
(Dj+q)((P+p)Dj)+q

(Di+q)((P+p)Di)+q

Vegas/FAST T = α′′/q, where α′′ is preset parameter. [29] [10] × η = 1
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Fig. 4. Performance of the different TCP variants over a high speed link

Compound TCP for Linux from CalTech [31] and imple-
mented the FAST TCP algorithm based on the ns-2 code of
FAST TCP [32]. Other TCP variants are available on the Linux
kernel v2.6.31, including:

• TCP Reno and TCP CUBIC;
• TCP Westwood (TCPW) and TCP Veno, as benchmark of

optimized TCP congestion control algorithms for wireless
links;

• Highspeed TCP (HSTCP) and TCP Illinois as benchmark
of optimized TCP congestion control algorithms for high
BDP links.

A. Emulation-Based Experiments

In our experiments, we first conducted comparisons between
different TCP algorithms using network emulators. In the
experiments, a TCP server and a TCP client were connected
through the emulator, which injected random packet losses and
delays into the connection and capped the network bandwidth
to a selected value.

We first compared the performance of the different TCP
algorithms for high BDP networks. In the experiments, we
compared TCP-FIT with Reno, CUBIC, CTCP as well as
HSTCP, Illinois and FAST for high BDP networks. Following
[33], the value of α′′ of FAST was set to 200 for Gbps links
and 20 for 100 Mbps links.
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Fig. 5. Performance of different TCP variants over a wirless link.

Fig. 4(a) shows the resulted throughput comparison for a 1
Gbps link. We set the propagation delay to 20 ms, and varied
the packet loss rate from 10−3 to 10−6 by a dummynet [34]
emulator. As can be seen from the figure, TCP-FIT achieved
similar throughput as FAST TCP, which was much higher than
other TCP algorithms. In Fig. 4(b), we set the bandwidth to
100 Mbps with a packet loss rate of 1% using a Linktropy
[35] hardware network emulator. We varied the propagation
delay from 40 ms to 200 ms. Again, TCP-FIT achieved higher
throughput than other TCP variants.

To compare the performances of the algorithm in the
presence of wireless losses, we compared TCP-FIT with Reno,
CUBIC, CTCP and as well as TCP Westwood and Veno,
which were originally designed with wireless networks in
mind. Although FAST was not originally designed specifically
for wireless links, we also included it in the tests using fine-
tuned α′′ values found by extensive trial and error. The link
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(a) Packet Loss Rate = 0% (b) Packet Loss Rate = 5%

Fig. 6. Bandwidth occupation among competing TCP sessions
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Fig. 7. Bandwidth Stolen Rate comparison of different TCP variants

bandwidth was set to 4 Mbps on a Linktropy emulator. In
Fig. 5, the packet loss rate was set from 1% to 7%. In each
experiment, we varied the propagation delay of the link from
50 ms to 350 ms. To simulate the random delay fluctuation of
wireless link, Gaussian distributed delay noise were generated
by Linktropy emulator. The standard deviation of delay noise
was 50% of the mean RTT. As can be seen from the figures,
TCP-FIT achieved much higher throughput than other TCP
congestion control algorithms, including FAST. Compared
with FAST, which doesn’t react to packet loss, TCP-FIT are
more robust to random delay fluctuation of wireless link in
the experiments.

Fig. 6 and Fig. 7 are the results from inter-fairness ex-
periments. In Fig. 6(a), one connection of a certain TCP
algorithm is tested when competing with four TCP Reno
sessions. The combined bandwidth was set to 10 Mbps, with
a propagation delay of 10 ms and no random packet losses.
As shown in Fig. 6(a), both TCP-FIT and Compound TCP
occupied about 20% of the total bandwidth, i.e. same as when
the algorithm is replaced with a 5th Reno session, or the
theoretical “fair share”. FAST TCP and TCP CUBIC on the
other hand, occupied up to 35% bandwidth, which means these
algorithms might be overly aggressive and not inter-fair/TCP-
friendly. Similar experiments were conducted for Fig. 6(b),
with the total network bandwidth still set to 10 Mbps but with
5% packet loss, and Gaussian distributed propagation delay
with a mean of 100 ms, and 80 ms standard deviation. In this
case, as a result of the worsened network conditions, the TCP
sessions combined were only able to use less than 40% of
the the network bandwidth. TCP-FIT in this case was able to
pick up some of the capacity that the other Reno sessions left
unused, and it is important to also note that the percentages

TABLE III
THROUGHPUT RATIO WITH DIFFERENT PROPAGATION DELAY

RTT ratio 1 1/2 1/4 1/8

TCP-FIT 1 1.17 1.55 1.9

FAST 1 1.03 1.45 1.93

CUBIC 1 1.34 1.64 2.14

CTCP 1 1.37 2.17 2.83

Reno 1 1.84 3 5.19

TABLE IV
EXPERIMENTAL ENVIRONMENTS

Figures Location Network Client OS

Fig. 8(a) Zurich Ethernet Win Vista

Fig. 8(b) LA Ethernet Win Vista

Fig. 8(c) Beijing 2M ADSL Win XP

Fig. 8(d) Zurich WIFI MAC OS

Fig. 8(e) LA WIFI Win Vista

Fig. 8(f) Beijing WIFI Linux

Fig. 8(g) Beijing CDMA 2000 Win XP

Fig. 8(h) Fujian CDMA 2000 Win Vista

Fig. 8(i) Bangalore 512k ADSL Win Vista

(i.e. between 5% and 10%) of the bandwidth that the other
Reno sessions used were still comparable to their respective
numbers when 5 Reno sessions were used, indicating that the
additional throughput that TCP-FIT was able to “grab” did not
come at the expense of the Reno sessions.

Fig. 7(a) shows the Bandwidth Stolen Rate. According to
the definition of BSR in (22), in the experiments, we first
ran 20 Reno sessions over a 50 Mbps, 100 ms delay link
and then replaced 10 Reno sessions with 10 sessions of a
different TCP variant. The ideal value of BSR is of course
0. It is shown in Fig. 7(a) that the BSR of TCP-FIT is a
little higher than Compound TCP, which is well-known to have
extremely good inter fairness characteristics, but much lower
than TCP CUBIC. Compared with other wireless and high
speed network optimized algorithms, such as Veno and Illinois,
the inter-fairness property of TCP-FIT is at a reasonable level.
BSRs for FAST under the same link conditions are shown in
Fig. 7(b). The inter-fairness of FAST depends on the selection
of parameters α′′.

Table III compares the RTT-fairness of TCP algorithms. In
the experiment, 20 TCP sessions were divided into two groups
of 10 to compete for a 50 Mbps link. One of the groups
had a shorter delay of 50 ms. The other group had longer
delays that varied among 50 ms, 100 ms, 200 ms, and 400
ms. The packet loss rate of the bottleneck link was 0.1%.
Table. III summarizes the throughput ratios between sessions
with different propagation delays. The ideal ratio should be 1.
As shown in Table. III , the RTT-fairness property of TCP-
FIT is similar to FAST TCP and CUBIC, and better than other
algorithms.
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(f) Wireless Network at Beijing
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Fig. 8. Throughput Variation at Different Locations

B. Performance Measured over Live Networks

Finally, to test the performance of TCP-FIT over live,
deployed, real-world networks, we put a server in Orange
County, California, US, on the Internet and tested TCP-FIT
using clients located in 5 different cities/towns in 4 countries
(China, Switzerland, USA and India) on 3 continents. At each
location, we tested a combination of wired line connections,
Wi-Fi and whenever possible, 3G wireless networks. The
location, network and OS of the test clients are listed in Table
IV. In each experiment, a script was used to automatically
and periodically cycle through different TCP algorithms on
the server over long durations of time (4-24 hours), while
the client collected throughput information and other useful
data. The period for changing the TCP algorithms was set to
about 5-10 minutes, so that 1) the algorithms tested were able
to reach close to steady-state performances; 2) the period is
consistent with the durations of a reasonably large percentage
of the TCP based sessions on the Internet (e.g. YouTube
streaming of a single piece of content, synchronizing emails,
refreshing one web page, etc.). In the performance measure,
TCP-FIT are compared with CUBIC, CTCP, Reno in all cases.
HSTCP and Illinois are compared for wired networks and
TCPW, Veno for wireless.

Our results are summarized in Table V and Fig (8).
Throughout the experiments, TCP-FIT achieved speedup ratios
up to 5.8x compared with average throughput of other TCP

TABLE V
AVERAGE THROUGHPUT (MBIT/S)

Network Wired Network WIFI CDMA 200

Location ZRH LAX PEK ZRH LAX PEK City Town

FIT 8.9 86 0.8 1.9 10.3 3.4 1.3 1.4

CUBIC 2.1 29 0.3 0.9 3.5 0.8 0.8 0.4

CTCP 1.4 23 0.2 0.7 3.5 0.6 0.7 0.6

Reno 1.2 22 0.2 0.7 4.5 0.6 0.7 0.6

TCPW x x x 0.6 4.1 0.5 0.5 0.4

Veno x x x 0.6 3.8 0.6 0.6 0.5

Illinois 2.1 32 0.22 x x x x x

HSTCP 1.0 16 0.2 x x x x x

Speedup 5.8 3.5 3.4 2.7 2.6 5.7 2.0 2.8

BSR 0.12 0.07 0.2 0.07 0.09 0.05 0 0

congestion control algorithms.

The throughput of TCP-FIT was not always higher than
other TCP algorithms. In Fig. 8(i), when clients accessed
the server through a low speed ADSL network with large
bandwidth variations, TCP-FIT had no obvious advantage
compared with other TCP variants during a 4-hour period.
This was probably due to the fact that, compared with other
TCP algorithms such as FAST which use very advanced
network condition estimation algorithms, the corresponding
modules in FIT were still relatively simplistic. For networks
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Fig. 9. Throughput comparison between TCP-FIT and E-MulTCP over live
3G network in Beijing.

with large variations, this might lead to TCP-FIT performance
degradations as the settings of key algorithm parameters such
as Q depends on such estimates.

To confirm that the performance gains of TCP-FIT did not
come from grabbing bandwidth of other TCP sessions, we
also measured the Bandwidth Stolen Rate of different TCP
variants. The results are listed in the last row of Table V. As
shown in the table, the BSR for TCP-FIT remained low.

Finally, Fig. 9 shows a comparison between TCP-FIT and
E-MulTCP as measured over China Telecom’s 3G network in
Beijing. Although strictly speaking E-MulTCP is not a TCP
congestion algorithm per se, TCP-FIT was still able to achieve
an average of about 27% improvement.

VII. CONCLUSIONS

In this paper, we describe a novel TCP congestion control
algoithm for application in both high BDP and wireless
networks. The algorithm was motivated by parallel TCP tech-
niques, but is fully TCP compliant and requires no changes to
other layers of the protocol stack and/or application software.
Theoretical and emulation results as well as performances
measured using live real world networks over 3 continents
show significant performance improvements in throughput,
fairness or robustness (e.g. against network RTT variations)
over state-of-the-art TCP variants such as TCP Reno, CUBIC,
CTCP, Westwood, Illinois and FAST TCP.
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